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Introduction  
Usability evaluations are conducted for a variety of reasons. Chief among these is identifying usability problems 
(UPs) that, when addressed, will yield a better product and a more efficient, effective, and satisfying user experience. 
While usability evaluations (UEs) were initially deemed reliable (Lewis, 1996; Marshall, Brendon & Prail, 1990), 
recent studies have called this into question and have ignited a fierce industry-wide debate (e.g. Jacobsen, Hertzum, & 
John, 1998; Molich et al., 2004; Lindgaard & Chattartichart, 2007; Molich & Dumas, 2008). As it relates to both data 
integrity and professional credibility, this issue has significant ramifications for individual practitioners, organizations 
and the industry as whole. Left unresolved, this issue threatens to undermine the valuable role of usability evaluations 
and evaluators in developing better, more usable products.  
 
In this paper, I will explore the reliability of UEs, including common factors that can enhance or diminish it. I will 
examine the literature on the topic, including its limitations, and contradictions, as well as how I regard the results of 
such studies and use them to improve my current practices. Though not the focus on this paper, I will also briefly 
touch on measures that impact UE validity and thoroughness. 
 
What is reliability? 
Reliability, in the context of usability evaluations, refers to the extent to which a study yields consistent results (Sauro, 
2014). This stands in contrast to other efficacy measures such as validity (i.e. the degree to which a test measured 
what it intended) and thoroughness (i.e. how many of the product’s problems were identified) (Bastien & Scapin, 
1995). While there are four common ways to measure reliability (i.e. inter-rater reliability, test-retest reliability, 
parallel forms reliability, internal consistency reliability), the crux of the UX debate has centered on inter-rater 
reliability, or the degree to which UE results are consistent, regardless of the evaluator or organization conducting the 
test (Sauro, 2015).  
 
In addition to actual reliability, there is the near equally important issue of perceived reliability. How one’s evaluation 
is viewed by others has an immense impact on whether its findings are addressed and recommendations heeded. There 
have been several times in my professional career were I have made adjustments to a test plan (e.g. increased the 
sample size), based not on any real need but rather to satisfy stakeholders. Usability practitioners should be prepared 
for this possibility, and be able to justify their decisions (e.g. using the research), as well as argue against UE design 
changes that might compromise the study results.  
 
Factors Impacting Reliability 
Evaluators 
Jacobsen et al. brought inter-rater reliability to the fore in 1998, when he reported the existence of “the evaluator 
effect.” Essentially, Jacobsen noticed that different evaluators analyzing the same usability test sessions identified 
substantially different sets of usability problems (Jacobsen, Hertzum, & John, 1998). Subsequent studies noted this 
effect as well (Hertzum & Jacobsen, 2001; Molich, Ede, Kassgaard, & Karyukin, 2004; Molich, Jeffries, & Dumas, 
2007; Capra, 2006), with Hertzum et al. going so far as to say that the evaluator effect “majorly threatens” the 
reliability of UEs (Hertzum, Jacobsen, & Molich, 2002) 
 
Given the subjective nature of UEs and variability among evaluators (e.g. different levels of expertise (e.g. in 
usability, domain), different values and biases), the existence of the evaluator effect is unsurprising. However, the 
degree to which it devalues UE findings and recommendations is debatable, and likely overstated. Seminal studies 
such as Molich’s CUE series, and studies that combined CUE data with additional data collection (e.g. Kessner et al., 
2001), are disconcerting, but also inconclusive. While the CUE series noted high percentages of unique problems 
reported by single teams, many of which were serious or critical, as well as differences in UP severity ratings, the 
studies employed a “realistic” test design (Molich et al., 2004; Molich & Dumas, 2006). It was not a systematic 
comparison (Bias, 2013). Neither CUE-2 or CUE-4 controlled for such variables as number of evaluators, participant 
recruitment, testing environment, task selection, test protocol, and recording mechanism (e.g. video, audio, paper), 
among other factors (Molich et al., 2004; Molich & Dumas, 2006). This makes it exceedingly difficult to extrapolate 
to what degree the results were due to differences in evaluators, or due to one or more of the other variables. 
Additionally, the alarmist attitude regarding the evaluator effect must be reconciled with the measurable 
improvements made to products as a result of usability testing (Hertzum, Molich, & Jacobsen, 2014). Bailey (1993), 
for instance, has observed a noticeable reduction in the number of serious user errors experienced with systems that 
undergo an iterative usability evaluation and design process. 
 
While there is little doubt that the evaluator effect exists, further research is needed to assess the extent of its negative 
impact on UE reliability and utility. In the meantime, I recommend the following, research-based measures to mitigate 
the evaluator effect: enlisting multiple evaluators to independently analyze the product and/or test sessions, meeting as 
a group to review and reach consensus on study goals, problem categorization, severity ratings, findings, and 



recommendations, and, most importantly, making my team cognizant of the evaluator effect so they can prioritize 
these and other steps to mitigate it (Capra, 2006; Hertzum, Jacobsen, & Molich, 2002; Hertzum et al., 2014). 
 
Practitioners must also be mindful of other evaluator-related factors such as biases and expertise level (e.g. of 
usability, domain, product genre). Of these, bias is among the most significant and challenging to address. It is an 
overarching issue that can influence all stages of the usability evaluation process, from how evaluators develop tasks 
and interact with participants, to how they read data and generate findings and recommendations (Capra, 2006). 
Evaluators can consciously or unconsciously seek to affirm their beliefs (i.e. confirmation bias), recruit participants 
who are liable to exhibit certain behaviors, and inappropriately weight or downplay certain data points, among other 
issues (Capra, 2006; Kholmatova, 2014). All of these behaviors can compromise the reliability and validity of the test. 
Evaluators are particularly prone to bias when they have been involved in the product’s development and design 
(Friess, 2011). However, studies have shown that usability experts are slightly less susceptible than non-experts 
(Kholmatova, 2014). 
 
As with the evaluator effect, I have identified several strategies for combating this tendency that will, in turn, improve 
UE reliability. The first step is making evaluators conscious of their biases so they are better able to avoid, correct, 
and account for biased behavior in themselves and others. Additionally, evaluators should carefully craft tasks and 
probing questions according to best practices (e.g. Instead of asking “Was that process easy?” instead ask “How 
difficult or easy was that process?”), as well as involve multiple individuals in all stages of the process (e.g. multiple 
observers during testing) (Kholmatova, 2014; Harston, 2001). In addition to mitigating bias, using multiple evaluators 
has been shown to lead to more thorough detection of serious problems (Jacobsen, Hertzum, John, 1998). Capra 
(2006), for instance, observed a 34% increase in the number of severe UPs identified when a second evaluator was 
added. 
 
Evaluator expertise (e.g. in usability, domain, product, product genre) can also influence UE reliability. While there 
are conflicting views in the literature on the relative merits of using usability experts vs. non-experts (Jacobsen, 1999; 
Hertzum & Jacobsen, 2001), the majority of studies indicate that experts either match or improve upon novice 
evaluators in terms of their performance, reliability, and susceptibly to bias (Desurvire, Lawrence, & Atwood, 1991; 
Nielsen, 1992; Yeslilada & Branjnik, 2009; Hornbaek, 2006). Molich takes a more extreme view, going so far as to 
say that inexperienced evaluators produce “disastrous amounts of false alarms” (Molich, 2006). Given these 
differences in skill and experience, it stands to reason that a study conducted using experts, non-experts, or a 
combination of the two would differ in terms of results. In addition to usability expertise, an evaluator’s domain, 
product, or product genre knowledge can influence the way they construct, execute, and analyze UEs (Nielsen, 1992; 
Chilana et al, 2010). This is particularly true when evaluating highly specialized or complex products (Chilana et al, 
2010). For instance, an evaluator with greater domain knowledge might notice UPs others miss, or, conversely, 
downplay or overlook an aspect of the design that is problematic for a less knowledgeable user (Nielsen, 1992; 
Chilana et al, 2010; Virzi, 2016).  
 
For the above reasons, when feasible, I would generally advocate for the consistent use of expert evaluator teams, or 
mixed teams of expert and non-expert evaluators, when conducting UEs. Given the current staffing and UX 
knowledge within my company, I will employ the latter until new employees can be hired and/or current staff trained. 
Additionally, when feasible, I will strive to utilize evaluators whose domain knowledge is roughly equivalent to that 
of a product’s target users. If the evaluator has substantially less knowledge, I will instruct them to either grow their 
own knowledge, or recruit a domain expert to assist them. Alternatively, if an evaluator has substantially greater 
domain knowledge than the target user, I will caution them to be cognizant of this fact and be highly attuned to user 
words or actions that indicate confusion or struggle. If the UEM is an expert review, my team and I will educate 
ourselves on the user’s perspective (e.g. via phone interviews, focus groups) in order to better channel them during the 
review. When time and budget allow, we will also conduct usability testing sessions and triangulate those findings 
with the findings of the expert review to better ensure reliability and thoroughness (Wilson, 2006). 
 
Users 
In addition to evaluators, users have a major impact on the consistency of UE results. Their unique characteristics 
inform the reporting of UPs during inspection evaluations (e.g. expert reviews), and their behaviors, errors, and 
feedback are the basis upon which UE findings and recommendations are generated (Rubin & Chisnell, 2008). The 
way different users experience a product is influenced by such factors as their behavioral patterns, values, past 
experiences, biases, skills, and domain and product knowledge. For instance, a colleague at your financial services 
company might experience fewer problems with your company’s homepage, than an outsider with limited financial 
knowledge and technical savvy. To obtain results that are not only reliable but also valid, evaluators must gain a clear 
sense of the target user base from stakeholders, and screen and recruit accordingly. While it is very difficult to recruit 
participants who are fully representative of the target population, designing a thoughtful and carefully worded screener 



can identify qualified, non-professional participants, without revealing information that could skew the results (e.g. 
revealing the product being evaluated) (Rubin, 1994). While there will always be some degree of inconsistency when 
evaluating products with different users, as every individual is unique, I will follow screening and recruiting best 
practices to ensure the participants are both suitable for the study and representative of the target user base. 
 
Participant sample size is another factor that impacts reliability. Numerous, conflicting studies have been published 
espousing certain magic numbers and mathematical models for determining appropriate sample sizes (Virzi, 1992; 
Jacobsen, Hertzum, John, 1998; Nielsen, 2000; Spool & Schroeder, 2001). While Nielsen (2000) indicated that 5 users 
would identify more than 85% of the UPs, Lindgaard and Chattratichart (2007) and Faulkner (2003), among others, 
have reported lower percentages. In CUE-2, Molich et al. asserted that while 5 users may be enough to find “worthy” 
UPs, it was nowhere near sufficient to find 85% (Molich et al., 2004). One potential reason for some of the 
inconsistency could be that select evaluators used a fixed λ of .31 in all tests, regardless of its complexity (Lindgaard 
and Chattratichart (2007). This could lead one to overestimate the proportion of problems found and underestimate the 
number of users required for the study (Lindgaard and Chattratichart, 2007).  
 
In the face of such contradictory reports, how is one to proceed? I advocate first assessing your study goals. If the 
study is formative, one may be able to test with a smaller sample size, while summative tests necessitate a greater 
number of users, 5-10 and at least 30, respectively, according to Lewis (2014). If a product’s usability is critical (e.g. 
medical device), Schmettow (2012) recommends that evaluators use an extended statistical model that can help 
estimate the number of undiscovered UPs and enable evaluators to incrementally increase sample size until the study 
is mathematically likely to discover almost all of the problems.  
 
Since adding users is likely to only increase problem discovery, I err on the side of caution and advocate for testing 
with as many users as is reasonable and feasible, time- and budget-wise. If one is engaged in an agile development 
process, one might need to make do with only 5 users. Ideally, this would be done in the context of an iterative design 
cycle, testing, for instance, 5 users every two weeks for 8 weeks, vs. 20 users at once (Medlock et al., 2002). This 
discussion, however, speaks more to study thoroughness than reliability. If obtaining consistent, repeatable results is 
the goal, evaluators should specify and test with the same number users, as lower or higher numbers of users will 
generally lead to respectively lower and higher numbers of UPs. Ultimately, however, testing with any number of 
users is better than none (Rubin & Chisnell, 2008). 
 
Tasks 
Considered by some to be the most important factor impacting UE results, task selection and formulation has a 
similarly significant impact on UE reliability and validity (Lindgaard & Chattratichart, 2007; Alshamari & Mayhew, 
2008; Fang & Holsapple, 2011; Virzi, 2016). Tasks determine which areas of the products will be tested and, thereby, 
affect the type and number of problems found (Alshamari & Mayhew, 2008; Virzi, 2016). Problems, even critical 
ones, cannot be identified if the tasks do not lead the evaluator or user to explore the section of the product in which it 
is housed (Molich & Dumas, 2006). To ensure the validity of usability test results, I adhere to the following best 
practices: base tasks on study goals; consider tasks that are frequent, new or recently modified, critical to operation, 
important to business goals, or that address a specific area of interest (e.g. if the nav bar was identified as problematic 
in an expert review); draft task scenarios that are realistic and provide the participant with the necessary information 
and motivation to complete the task; write tasks in the user’s language; avoid providing hidden clues (e.g. instructing 
the user to insert their “signature” vs. add their contact information to the bottom of an email); and order tasks in a 
way that is naturalistic, but also sensitive to potential learning effects. If one were concerned purely with consistency 
of findings, then it would be important to utilize the same, directed tasks, as differences in task scope, wording and 
complexity will influence results. However, task design is one circumstance in which the need to understand a user’s 
natural behavior, and identify as many significant UPs as possible, might merit a more relaxed attitude towards 
reliability. Open-ended tasks, for instance, allow the user the freedom to complete a task as they see fit and can lead to 
the discovery of problems that would not have been otherwise identified. Though the findings from open-ended tasks 
might not be easily repeatable, they would be no less valuable.  
 
Evaluation Method and Protocol 
In addition to tasks, the evaluation method and protocol can have a major impact on UE reliability. For instance, 
heuristic and expert reviews rely on the reviewer’s expertise and ability to channel the target user and, as such, are 
highly subjective. While there are conflicting studies on how heuristic evaluations compare to usability testing in 
terms of UPs found (Jeffries, Miller, Wharton, & Uyeda, 1991; Molich & Dumas, 2006), practitioners, myself 
included, agree that they are most useful when conducted in combination with usability testing (Sauro, 2012). Such 
research method triangulation can bolster the real and perceived reliability of the study (Wilson, 2006). Even still, the 
literature indicates that UE findings can vary widely based on UEM (e.g. Molich et al., 2004; Molich & Dumas, 
2006). As such, more research into the reliability of methods, and guidance as to which are most appropriate for which 



situations, is needed. In the interim, I will continue to use expert reviews in combination with user testing, when 
appropriate to the study goals, as it has been proven to be a potent combo.  
 
Besides the exact method (e.g. usability testing, expert review), study protocol can also influence UE results. For 
instance, users’ behavior, task completion, and error rates can be influenced depending on whether the study is remote 
or in-person, moderated or unmoderated, or utilizes concurrent or retrospective think aloud, among other factors 
(Tullis & Albert, 2008; Lewis, 2014; Virzi, 2016). Remote testing, for instance, can often enable evaluators to recruit 
a greater number of representative users, which will lead to more reliable, thorough, and valid results. Additionally, 
AlRoobaea et al. (2013) found that concurrent think aloud led to the identification of more catastrophic and major UPs 
than either retrospective or co-discovery learning. However, there are no standard procedures for conducting and 
demonstrating such techniques as “think aloud,” making it difficult to achieve consistent results (Boren & Ramey, 
2000). As a result, I advocate for creating a detailed protocol that can be used by all moderators to ensure such 
procedures are communicated to participants in the same way. 
 
Testing Environment 
The testing environment can also impact the reliability and validity of UEs. Test results can vary depending on 
whether usability testing was conducted in a lab, a simulated environment, or the user’s own surroundings (Van den 
Haak et al., 2004). Tullis et al. (2002) even noted that there were several cases in which a product worked fine in the 
laboratory, but not in the real world. Reasons for this might include diminished or nonexistent user motivation, as well 
as the user’s inability to relax and express their thoughts freely in a lab situation (Dix et al., 2004). If consistency of 
results is the concern, tests should be conducted in the same environment. As for validity, this is better ensured when 
the testing environment feels as true to real life as possible (e.g. user’s home). That being said, a laboratory does 
enable evaluators to better control and record the session, which could aid problem identification and analysis (Feng et 
al, 2010). My recommendation is to review the study goals and assess whether the benefits of testing in a user’s home 
environment or a simulated environment would yield more authentic results than those that could be obtained in a lab. 
 
Assessment Tools 
During UEMs such as usability testing, evaluators often utilize questionnaires and other assessment tools to gauge the 
user’s perceptions of product ease of use, complexity, and appeal. The naming and numbering of these questionnaires 
can all influence the user’s response, as can their timing in the session (i.e. questionnaires are more reliable when 
administered immediately following the task in question) (Rubin & Chisnell, 2008; Virzi, 2016). In addition to 
following best practices for writing these questionnaires and surveys (e.g. use 5-9 categories, use positive integers or 
no numbers, provide a “neutral” middle point, label end points), evaluators should strive to commit to one 
questionnaire format, and use it consistently throughout the test (Virzi, 2016). This will reduce any user confusion or 
unintentional errors caused by having to answer questionnaires of varying formats within the same test. Personally, I 
utilize questionnaires such as the SUS, whose reliability and validity have been proven, in addition to following the 
best practices mentioned above (Lewis, Utesch, Maher, 2015). 
 
Analysis and Reporting 
While evaluators must be cognizant of all of the above, obtaining reliable data is only half the battle. The method one 
uses to categorize, analyze, and report that data has an immense impact on the study’s reliability, validity, and 
thoroughness. Disagreements and irregularities in problem categorization, definitions, and severity ratings can lead to 
inaccurate and inconsistent findings and recommendations (e.g. Molich et al., 2004) For that reason, I highly 
recommend meeting with the evaluation team to jointly discuss these topics, resolve differences of opinion, and build 
consensus around findings and recommendations. Also, while usability texts devote considerable real estate to data 
collection, they offer limited guidance on how to analyze and report that data (Norgaard & Hornbaek, 2006; Friess, 
2012). The CUE series, for instance, illustrated how different analysis methods can yield very different results (Friess, 
2012). Increased attention and future research should be devoted to the study of reliable analysis methods. In the 
interim, I will utilize what limited guidelines exist (e.g. do not report findings that conflict with business goals or are 
solely based on personal opinion) (Molich, Jeffries, and Dumas, 2007; Rudolph & Pellegrino, 2013). I will take 
particular care in drafting clear and comprehensive findings and recommendations so as to avoid misinterpretation.  
 
Concluding Thoughts  
Throughout this paper, I have expressed the need for additional research and efforts devoted to improving the 
reliability of UEs. In addition to identifying key contributing factors, I have offered strategies for mitigating the 
inherent subjectivity and inconsistency associated with interpretative evaluation, based on the literature, as well as my 
professional experience. Though we must strive for greater UE reliability, our credibility as UX professionals is 
equally important. While credibility is, in part, based on our ability to obtain reliable results, it is also based on our 
ability to affect positive design change. As we debate this issue as an industry, let us not lose sight of our ultimate 
goal: creating better, more intuitive, and usable products. Let this be the measure by which we judge our success. 
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