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Introduction 
A gurney bursts through the doors of a crowded emergency room, bearing the victim of a car 
accident. A doctor rushes over to assess the patient’s physical and mental state by measuring their 
vital signs, taking note of their symptoms and injuries (i.e. head laceration, 2nd degree burns, 
bruised abdomen), and questioning the patient as to the source and level of their pain (e.g. “Rate 
your abdominal pain on a scale of 1-10”). With time of the essence, the doctor considers all three 
problems and mentally prioritizes them based on such factors as severity, scope, and impact on 
the patient and critical bodily functions. The patient also lacks insurance, and so the doctor is 
weighing which lab tests and procedures to perform, based on the predicted cost and benefit to 
the patient. 
 
Fortunately, the stakes in product development are seldom as dire as those in this scenario1. 
While the fight over using a hamburger menu with an intractable developer may feel like a matter 
of life and death, it rarely is. However, one can draw many parallels between the role of a doctor 
and that of a usability evaluator. For instance, both a doctor and a usability evaluator are 
concerned with the user’s well being. They seek to understand and support the user through 
questioning, observing the user’s behavior, measuring their performance, and noting the problems 
they experience. Similar to a doctor, a usability evaluator seeks to identify and treat the 
underlying problems experienced by the user, rather than just the symptoms. To this end, they 
must be able to recognize when seemingly local problems are signs of systemic or global issues 
(e.g. a skin rash may indicate celiac disease in a patient; repeated pressing of the “Add to Cart” 
and “Pay now” buttons on an ecommerce website may signal that the system is providing the user 
with inadequate levels of feedback).  
 
The diagnostic processes also mirror one another, with both involving the collection of objective, 
quantitative data (e.g. heart rate (medical context), time on task (UX context)), as well as 
subjective assessments (e.g. patient pain level (medical context), frustration level of user (UX 
context)). Due to the subjectivity involved, the perception of a problem’s importance or severity 
level can vary from doctor to doctor, or in the case of usability testing, evaluator to evaluator 
(Hertzum, 2006; Molich, McGinn, & Bevan, 2013). Given this reality, how can usability 
practitioners enhance the accuracy, credibility, and persuasiveness of both their findings and their 
recommendations? The answer lies in developing clear, thoughtful, and context-appropriate 
methods for categorizing and prioritizing usability problems.  
 
This paper will compare several such methods, discussing their respective strengths and 
weaknesses, as well as which approaches would be most helpful in my own professional practice. 
While usability testing can be conducted for both products and services, this paper will focus on 
the former.  
 
Diagnosing usability problems 
The primary purpose of usability testing is to evaluate a product with representative users and 
assess how well it services the needs of the user, as well as the business. Evaluators employ a 
variety of testing methods (e.g. think aloud) to measure user performance and satisfaction, while 
also consciously identifying usability problems (UPs) and ways to enhance the product’s overall 
usability. There are many definitions of a “usability problem.” In this paper, it will be defined as 
anything that hinders, confuses, frustrates, or otherwise negatively impacts the user’s ability to 
achieve his or her goals, within a specified context of use. However, this definition can vary, 
based on the user group, product, and company goals.  
 

																																																								
1 The exception is working in the realm of medical and safety products/services, where usability problems can 
be a matter of life and death. 



Since evaluators frequently identify more UPs than can be fixed within the time and budget 
available, the categorization, prioritization, and communication of the most pressing usability 
problems to the product team is essential. Establishing a standard process for assessing the 
importance of these issues leads to more consistent results, allows for better comparison (e.g. of 
different versions of the same product) and gives transparency to the process, which enhances an 
evaluator’s credibility (Travis, 2009).  
 
Categorizing and prioritizing usability problems 
Over the years, many different categorization and prioritization schemes have been proposed. 
Among the most notable are those of Nielsen (1995), Rubin & Chisnell (2008), Wilson (2001), 
and Dumas & Redish (1999). These have been adapted and further supplemented by other 
practitioners (e.g. Cockton & Woolrych, 2001; Travis, 2009; Sauro, 2014). While the specifics 
vary, the practitioners employ a similar process in which they categorize the UPs based on 
specific criteria (e.g. problem frequency, persistence, impact on user/user’s task, market impact, 
probability of data loss, probability of error, criticality). They then rank the UPs using what is 
known as a severity scale. More often than not, the final severity scale ranking is based off of 
several of the above criteria, necessitating that the evaluator judge the UP against each criterion 
in the form of rating, and then combine those separate ratings to generate the overall severity 
estimate (Hassenzahl, 2000).  
 
Nielsen, for instance, calculates the severity of a UP based on how often it occurs (i.e. 
frequency), its effect on users (i.e. impact), and the persistence of the problem (Nielsen, 1995). 
Persistence refers to whether the UP, once known to the user, can be overcome, or whether it is 
something the user will continue to encounter and be affected by (e.g. If the hyperlinks on a 
website are not underlined, the user will have to “mindsweep” for them on every page. Their 
knowledge of this problem does not aid them in avoiding or overcoming it.) (Travis, 2009). 
Nielsen also considers how the UP might affect the product’s popularity, or the UP’s “market 
impact.” Nielsen is shrewd to identify this fourth criteria, as even UPs that are easy to overcome 
can have a damaging impact on a product’s reputation. However, Nielsen fails to provide specific 
guidance on how to assess this rather conjectural factor. In fact, while Nielsen’s criteria for 
assessing severity are justifiable, how one should tabulate all four criterion and generate the UP’s 
overall severity rating (see Table 1) is never explicated (e.g. Are all criteria given equal weight?).  
 
Table 1: Nielsen’s Severity Scale (Source: Nielsen, 1995) 
Severity 
Rating 

Severity Description 

0 I don’t agree that this is a usability problem at all 
1 Cosmetic problem only: need not be fixed unless extra time is available on project. 

2 Minor usability problem: fixing this should be given low priority 
3 Major usability problem: important to fix, so should be given high priority 
4 Usability catastrophe: imperative to fix this before product can be released 
 
This is a major deficiency of Nielsen’s scale and could lead to inconsistent weighting of criteria 
by evaluators (Molich, McGinn, & Bevan, 2013). Further, the severity level descriptions are 
nebulous and highly subjective. For instance, how is one to know what constitutes a minor 
usability problem? A problem that one evaluator considers to be “minor,” might be a “major” 
issue for another evaluator, or even a non-issue. Using such a dubious scale in my company—
where knowledge of usability testing is limited and UX practitioners, like myself, are seeking to 
gain a foothold, as well as credibility and resources—would be ill-advised. In fact, it could 
potentially lead to some to call into question the integrity of past and current usability work. 
 



While Nielsen warns of the unreliability of severity ratings by a single evaluator using this 
method, his proposed solution—aggregating and averaging ratings from four evaluators—may 
offer little in the way of improvement (Nielsen, 1992). Averaging the ratings of multiple 
evaluators, who do not assess severity in a similar manner, is no guarantee of more accurate 
results. 
 
Given the overall lack of clarity, I would personally avoid using Nielsen’s severity scale. 
However, were one to use it, it would be essential to gather the product team and hold a 
“calibration” session, in which the specifics of each severity level and the types of problems that 
would correspond with each were discussed. In fact, this exercise would likely enhance the 
reliability of any prioritization scheme and is something I plan to adopt with my own team. 
 
Rubin & Chisnell (2008) take a slightly different approach. They recommend prioritizing UPs by 
criticality, which takes into account the severity of the problem and the likelihood that it will 
occur (i.e. criticality = severity + probability of occurrence). This is achieved by first categorizing 
the problem on a four-point severity scale (see Table 2), then estimating the probability that the 
UP will occur in the field and translating that into a frequency ranking (see Table 3). Unlike 
Nielsen, Rubin & Chisnell provide more detailed severity definitions, though the quality and 
clarity of these descriptions is inconsistent. For instance, the definition of a 1/irritant ranking is 
easily understandable, while the 2/moderate and 3/severe rankings are almost as vague as 
Nielsen’s. Rubin & Chisnell, however, improve upon Nielsen’s system by providing practitioners 
with specific guidance for how to calculate frequency2 and overall criticality.3 Rubin & Chisnell 
claim that exact precision is not essential. Still, the validity of the frequency calculation and, 
thereby, the criticality ranking is suspect. For instance, if one tested with a small group of users, 
as is typical in my company, and only one user experienced a specific UP within the one-hour 
testing session, it is unlikely one could estimate the frequency of occurrence with reasonable 
accuracy.  
 
Table 2: Rubin & Chisnell’s Severity Rating System (Source: Rubin & Chisnell, 2008) 
Severity 
ranking 

Severity 
description 

Severity definition 

4 Unusable The user either is not able to or will not want to use a particular 
part of the product because of the way that the product has been 
designed or implemented (e.g. Product crashes unexpectedly 
whenever it is powered on at altitude) 

3 Severe The user will probably use or attempt to use the product, but will 
be severely limited in his or her ability to do so. The user will 
have great difficulty in working around the problem (e.g. 
Synchronizing the device to another device can only happen 
when certain files are not in use. It isn’t obvious when the files 
are in use). 

																																																								
2 “Frequency” is estimated by multiplying the percentage of users one believes will be affected, by the 
probability a user in that affected group will encounter the problem (e.g. 20% of users will experience a system 
crash when they open more than 3 files in Microsoft Word 25% of the time, resulting in a 5% estimated 
frequency of occurrence or .2 X .25= .05 = 5%. This amounts to a frequency rating of 2). 
3 Criticality is then estimated by adding the severity rating with the frequency rating. Since both the severity and 
frequency scales use a 1-4 ranking system, UP criticality ranges from a “2” (i.e. a low severity, low incidence 
problem) to an “8” (i.e. a problem of such severity that it renders the product unusable, with a very high 
incidence rate).  



2 Moderate The user will be able to use the product in most cases, but will 
have to take some moderate effort in getting around the problem 
(e.g. The user can make sure that all complementary applications 
are closed while syncing the two devices) 

1 Irritant The problem occurs only intermittently, can be circumvented 
easily, or is dependent on a standard that is outside the product’s 
boundaries. Could also be cosmetic problem (e.g. The message 
area of the device’s small screen is at the very top, dark blue, and 
often shaded by the frame of the screen). 

 
Table 3: Frequency of occurrence ranking (Source: Rubin & Chisnell, 2008) 
Frequency 

ranking 
Estimated frequency of occurrence 

4 Will occur ≥90% of the time the product is used 
3 Will occur 51-89% of the time 
2 Will occur 11-50% of the time 
1 Will occur ≤10% of the time 
 
The imprecise nature of this frequency calculation, and its relative level of importance in 
assessing overall UP criticality, causes me to question whether frequency and severity should be 
weighted equally. Consider Sauro’s example of the 1 in 1000 user whose personal financial data 
is made publically available as a result of a UP (Sauro, 2013). While a relatively rare occurrence, 
such a problem would have devastating consequences, both for the user and the company. 
However, using Rubin & Chisnell’s scale, this infrequent but catastrophic UP would be ranked a 
“5” and likely be passed over in favor of correcting “6”s and “7”s of greater frequency but lesser 
severity. For that reason, I would advocate for a severity scale in which the UPs with catastrophic 
consequences are prioritized above all other, lower severity UPs, regardless of frequency.  
 
In their “Handbook of Usability Testing,” Rubin & Chisnell (2008) also note that evaluators can 
further order their findings by frequency, impact on users (e.g. data loss; time loss), scope, cost to 
fix, and embarrassment to the user, among other factors. However, they do not provide specific 
guidance on how to do so, so the suggestion offers little utility to practitioners. 
 
Lastly, both Rubin & Chisnell (2008) state that, for simple tests, one can simply survey the user 
at the end of the test and ask them to identify the most problematic situation they encountered. If 
one finds that multiple users are commenting upon the same UP, then it is an indication that it 
should be high on the priority list for fixing (Rubin & Chisnell, 2008). This strikes me as a 
helpful “sanity check” that could be integrated into one’s testing protocol and better ensure that 
the most impactful UPs are addressed. It could also confirm evaluator assumptions regarding the 
impact of certain UPs on the user.  
 
Another usability scale is that of Dumas & Redish (1999). Similar to Rubin & Chisnell, Dumas & 
Redish organize UPs based on two criterion. In their case, severity and scope. Scope is similar to 
Nielsen’s persistence criterion and is concerned with how pervasive a UP is within a product, and 
if it is a “local” or “global” problem. Global problems, which affect more than one component of 
the product, are generally more important to correct than local problems (Dumas & Redish, 
1999). However, they also tend to be harder to detect and more time consuming to fix (Dumas & 
Redish, 1999). Therefore, there is a general tendency among designers to correct local problems 
first (Dumas & Redish, 1999). For this reason, Dumas & Redish encourage evaluators to strongly 



advocate for fixing global problems, and offer a ranking structure that prioritizes these UPs over 
local ones (Dumas & Redish, 1999). Essentially, evaluators are instructed to first rate and sort 
UPs by severity, then by global and local problems. They do not provide further direction, so the 
assumption is that one would end up with a list similar to the example in Figure 2. 
 
In contrast to Nielsen, as well as Rubin & Chisnell, Dumas and Redish use a severity scale that 
mirrors that used for programming bugs, in which the lowest ranking numbers denote the most 
severe problems (i.e. A level 1 UP is more severe than a level 2 UP) (see Table 4). While this 
system may be more familiar to developers—an advantage of this severity scale—it may also 
seem counterintuitive to others. Also, as with Nielsen, the severity levels are broadly defined, 
necessitating product team member training and calibration on how to understand and utilize this 
scale. That being said, the severity descriptions are more specific and intelligible than both those 
of Nielsen and Rubin & Chisnell. Sorting UPs into these 4 categories would be a simpler process, 
though the differences between a “minor” and “subtle” problem would require further explication 
on the part of Dumas & Redish.  
 
Figure 2 
 

 
Table 4: Dumas & Redish Severity Scale (Source: Dumas & Redish, 1999)  
Severity 

Level 
Severity Description 

1 Problem prevents completion of a task 
2 Problem creates significant delay and frustration 
3 Problem has a minor effect on usability 
4 Problem is more subtle; the solution might be a good enhancement to be added in 

the future 
 
Last among the seminal severity scales is that of Wilson (2001). Similar to Dumas & Redish, 
Wilson models his severity scale after programming bug rankings (see Table 5). He does so 
consciously and with the belief that aligning bug and UP reporting leads to increased buy-in and 
an increased likelihood that issue will be remedied (Wilson & Coyne, 2001). This approach may 
again make sense for those operating in an environment where programming bugs are better 
understood and valued by the product team than UPs. But, as with the scale of Dumas & Redish, 
others may find it to be counterintuitive.    
 
Another drawback of this scale is that it focuses on very specific, programming-related criterion 
(e.g. probability of error, probability of data loss, violation of standards (e.g. UI standards), which 
seems limiting (Wilson, 1999). The challenge, as we are seeing with every severity scale, is both 

Ø Level 1: Global: The information architecture of the website does not align with 
users’ mental models. Users are unable to find the products they are seeking.  

Ø Level 1: Local: The “Complete order” button is hard to find on the payment 
webpage, resulting in task abandonment.  

Ø Level 2: Global: The user is routed to a login window after spending 3 minutes on 
the site. After inputting their details, the user is routed to the homepage as opposed 
to the last page they were visiting before the login prompt. This causes 
considerable frustration.  

Ø Level 2: Local: The user must manually enter the billing and mailing address for 
each item in their shopping cart on the “payment information” page. This results in 
frustration and inefficiency.  



to avoid severity descriptions that are vague and overly subjective, as well as those that are too 
restrictive and fail to properly account for a user’s emotional state.  
 
Table 5: Wilson’s Severity Scale (Source: Wilson & Coyne, 2001) 
Severity Rating Severity Description 

1 - Severe A catastrophic usability problem that causes system failure or 
unrecoverable loss of data. A usability bug that is likely to cause 
frequent data integrity errors. These problems have no workaround. 

2 - High A serious condition that impairs the operation, or continued operation, 
of one or more product functions and cannot be easily circumvented 
or avoided. The software does not prevent the user from making a 
serious mistake. The usability problem is frequent, persistent, and 
affects many users. Standards are seriously violated. 

3 - Medium A noncritical, limited problem (no data lost or system failure). It does 
not hinder operation and can be temporarily circumvented or avoided. 
The problem causes users moderate confusion or irritation. 

4 - Low Noncritical problems or general questions about the product. There 
are minor inconsistencies that cause hesitation or small aesthetic 
issues like labels and fields that are not aligned properly. 

 
While the seminal prioritization schemes are helpful, there are other approaches to consider as 
well. For instance, Travis (2009) utilizes a usability decision tree that helps evaluators assess 
problem severity (see Figure 3). He employs a 4-component severity scale, ranging from critical 
to low. While elegant in theory, I find this approach to be limiting, as it hinges on three questions: 
Does the problem occur on a red route (i.e. a frequent or critical task)? Is the problem difficult to 
overcome? And is the problem persistent? 
 
Figure 3: Usability Problem Decision Tree (Source: Travis, 2009) 

 
Of the scales I have encountered in the literature, the version proposed by Sauro (2013) offers the 
most utility in my professional practice, due to its simplicity and ingenuity (see Table 6). The 
three-point scale and severity descriptions are less ambiguous than those of Nielsen and Rubin & 



Chisnell. They are also an improvement upon those of Dumas & Redish, as there is no need to 
differentiate between two forms of mild/minor UPs.  
 
Table 6: Sauro’s Severity Scale (Source: Sauro, 2013) 
Severity 
Rating 

Severity 
Level 

Severity Description 

1 Minor Causes some hesitation or slight irritation 
2 Moderate Causes occasional task failure for some users; causes delays 

and moderate irritation 
3 Critical Leads to task failure; causes user extreme irritation 
Insight/Suggestion/Positive: User mentions an idea or observation that does or could 
enhance the overall experience. 
 
In addition to his 1-3 severity scale, Sauro (2013) offers evaluators a separate category, entitled 
“insight/suggestion/positive,” in which evaluators can log user ideas or observations that either 
do, or could, enhance the product’s overall usability. This is beneficial as it both reminds and 
helps evaluators to identify the elements that are working and need not, or should not, change. 
Additionally, sharing these positive comments can be valuable in creating a good rapport with the 
product team. It also fosters an environment that is more conducive to constructive criticism, as a 
lack of positive feedback can lead some to become defensive. This “suggestion” category may 
also help evaluators to identify future opportunities to improve the interface. Of course, the 
validity of these ideas would need to be tested. However, it seems prudent to formally catalog 
such suggestions. Otherwise, they are liable to get lost in the mass of usability problems noted.  
 
As with the other prioritization schemes, however, Sauro’s is not without its shortcomings. For 
instance, Sauro states that both frequency and severity should be considered when determining 
prioritization. He offers a straightforward equation for calculating frequency4, but fails to explain 
how one combines both factors to determine the final ranking (Sauro, 2013). Additionally, unlike 
Nielsen, Sauro also does not account for the UP’s potential impact on the business in assessing 
severity. This is noteworthy since considering business goals has been shown to improve the 
overall quality and utility of usability findings and recommendations (Hornbæk & Frøkjær, 
2008). Making the connection between UPs and their impact on the business can also help 
evaluators justify the need for specific fixes, as well as increase buy-in among stakeholders. 
 
Given the imperfections of all of the prioritization schemes reviewed, and the fact that none is the 
ideal fit for my professional practice, I would personally pursue a customized approach. This 
would involve adapting the severity scale of Sauro (2013) (see Table 7) and the frequency scale 
of Rubin & Chisnell (2008) (see Table 8), while also creating an original persistence scale (see 
Table 9) and business impact scale (see Table 10). These data points would be calculated to 
create a new, bespoke prioritization scheme (see Table 11). While this scale, like the others 
discussed, does involve subjective assessments, it offers greater clarity on what UPs constitute 
which ratings and how all 4 criterion should be tabulated to produce the final prioritization list. It 
accounts for the key prioritization factors of severity, frequency, and persistence, with the added 
benefit of a business impact scale. Additionally, I would utilize Sauro’s 
“insight/suggestion/positive” field, to ensure this type of valuable data was collected.  
 

																																																								
4 Divide the number of participants who experienced the UP by the number of participants in the 
study to calculate basic frequency (e.g. if 2 in 5 participants encountered that problem the frequency 
would be .4 or 40%). Note that there are slight nuances to account for, such as users who experienced 
the problem multiple times (i.e. persistence). 



Obviously, this rating scale would need to undergo considerable internal review and critique, as 
well as testing. For instance, there may be a more accurate method for calculating frequency, 
particularly with small sample sizes, than is utilized below. The hope, however, would be that 
this prioritization scheme could undergo iteration and improvement, and eventually become 
standard practice with my product team. 
 
 Table 7: Adapted Severity Scale (Adapted from Sauro, 2013) 
Severity 
Rating 

Severity Level Severity Description 

4 Catastrophic Threatens the health, safety, or security of the user; imperative to 
fix. 

3 Critical Leads to task failure; causes user extreme irritation 
2 Moderate Causes occasional task failure for some users; causes moderate 

delays and irritation 
1 Minor Causes some hesitation or slight irritation 
 
Table 8: Adapted Frequency Scale (Adapted from Rubin & Chisnell, 2008) 
Frequency 

ranking 
Frequency of occurrence 

(# of users affected/# of users tested) 
4 Occurred ≥90% of the time the product is used 
3 Occurred 51-89% of the time 
2 Occurred 11-50% of the time 
1 Occurred ≤10% of the time 
 
Table 9: Persistence Scale 
Persistence 

ranking 
Persistence of problem 

(Average # of times encountered by user in single session) 
4 4 or more times 
3 3 times 
2 2 times 
1 1 or less times 
 
Table 10: Business Impact Scale 

Business 
impact 
ranking 

Potential negative impact on business goals  

3 Severe: Problem causes severe delay/frustration/data loss to user. Majority of 
users will abandon, or be unable to complete, task. Will likely damage business’s 
reputation.  

2 Moderate: Problem causes moderate delay/frustration/data loss to user. A 
minority of users will abandon or be unable to complete task. Could negatively 
impact business’s reputation.  

1 Mild: Problem is an irritant or causes minimal delay/frustration/data loss to user. 
Unlikely to hinder or prevent task completion. Unlikely to negatively impact 
business’s reputation. 

0 No impact 
 
 
 
 
 



 
 
Table 11: New Prioritization Scheme  

 
 
Takeaways for the Practitioner  
Based on the literature, as well as the best practices and everyday realities of working in this 
field, here are some helpful takeaways when considering how to categorize and prioritize UPs: 
 

• More important than using any one of the scales discussed is that, whichever you utilize, 
it should meet your needs given the type of product, user and product goals, and the 
usability knowledge and politics of the product team. If no existing scale meets your 
needs, consider creating developing a bespoke prioritization scheme, which can be used 
throughout your product group and/or company.5  

• Once you have selected a categorization and prioritization scheme that fits your company 
and/or product, strive to continue using it so that results can be compared over time (e.g. 
comparing the usability of version 2.1 vs. version 2.0 of a product). 

• Educate the usability evaluators, designers, developers, product managers, and other 
relevant staff on the severity definitions and ranking methodology. Practice prioritization 
of UPs as a group and “calibrate” the team.  

• Instruct evaluators on how to tabulate multiple factors to obtain a single severity scale 
rating (e.g. frequency rating x severity rating = criticality). Otherwise, the consistency of 
such ratings cannot be assured and evaluators will be left to their own devices, perhaps 
weighting certain factors inappropriately or inconsistently.  

• When the severity rating of a UP is in question or debatable, present it to the larger team 
and try to come to a consensus on how it should be ranked. Even if there is disagreement, 
the simple act of discussing the issue will better educate the team on the issue at hand and 
how it compares and relates to other usability issues that surfaced during testing.  

o Please note that this will not always be possible. For instance, if one is serving as 
a consultant, one may not have the opportunity to explain one’s findings in person 
once the final report is delivered (Dumas, Molich, Jeffries, 2004). 

• Averaging the results of multiple, independent evaluators can increase the accuracy and 
reliability of severity ratings provided that the evaluators are operating off a shared 

																																																								
5 This may limit your ability to compare your research results to those of other 
practitioners/researchers. However, for most practitioners, the benefits of a bespoke, company/product 
specific scale would likely outweigh this shortcoming. 



understanding of what each rating means (e.g. its components) and how those factors 
should be weighted and computed to generate the final severity rating. 

• Even if the product team and evaluators are trained and calibrated to use the prioritization 
scheme you have developed, there will still be internal debate and disagreement. This is 
inevitable due to the inherent subjectivity of such ratings. Acknowledge that inherent 
subjectivity and do not expect precision (Sauro, 2013). 

• Be cognizant of the fact that evaluators have been shown to exhibit bias towards the 
usability problems they have personally identified (vs. those identified by other 
evaluators) when making severity rating assessments (Jacobsen, Hertzum, & John, 1998). 
Additionally, knowledge of a UP’s frequency can also influence an evaluator’s severity 
ratings.  

o One could use different evaluators to detect and rate the UPs (Virzi, 1992), 
however, this can be expensive and logistically challenging (Wilson & Coyne, 
2001). Additionally, the accuracy of severity judgments made by evaluators who 
lack involvement in the problem detection process is dependent upon the clarity 
and comprehensiveness of the UP descriptions (Jeffries, 1994).  

o As Jacobsen (1998) notes, “one always has to balance the risk of biased severity 
judgments against that of misinterpreted problem reports.” Practitioners will need 
to weigh the experience level of the evaluators, availability of additional 
evaluators, budget, and risks of bias and misinterpretation when making this 
assessment. 

• Ensure descriptions of UPs are clear and understandable. This is particularly important in 
the above noted situation where the evaluators assessing problem severity are different 
from those who observed the UP. 

• The relationship of the UPs to one another is more important that the specific numbers 
assigned to each UP. You are seeking a prioritized list of what problems to address first, 
rather than perfection in assigning rating numbers. 

• If you are testing with a small number of participants, you will need to make some 
assumptions about problem frequency. The more participants you test with, the more 
accurate you are liable to be in this assessment. If you are limited to a small group, make 
note of that limitation and how it may have impacted your assessment of frequency.  

• If you are operating in a developer-driven product team, consider aligning your UP 
severity scale with your company’s bug severity scale, or employing the severity scale 
championed by Wilson (2001). This will aid comprehension of the scale and may 
increase buy-in and the likelihood of those UPs being addressed.  

• To better assess whether problems are local or global, consider employing affinity 
diagraming, in which similar problems are visually grouped together (e.g. using Post-It 
notes). This can aid in the identification of global problems and areas of the product that 
require more attention (e.g. navigation schema). 

• Take note of what is working within the interface and report those findings. This 
increases the team’s understanding what need not or should not change, as well as helps 
create a positive, collaborative relationship with the product team that engenders buy-in.  

• Judiciously assign severity ratings (i.e. do not rank every issue as critical) as failing to do 
so will negatively impact your credibility and reputation as an evaluator (Wilson, 1999).  

• Take business goals into account. Factor them into your severity assessments as it leads to 
more impactful product improvements (Hornbæk & Frøkjær, 2008). It also may assist 
evaluators in justifying fixes and increase buy-in. 

 
Conclusion 
Clearly, the various severity scales in use today possess various strengths and weaknesses. Their 
appropriateness depends on a practitioner’s particular situation, including the product or service 
being tested, business goals, practitioner experience level, and the dynamics and UX maturity of 



the organization. Rather than adopting any one scale wholesale, I would recommend adapting 
these scales to suit your organization’s specific needs. Establish your revised scale as the 
organizational or departmental standard, and train stakeholders on how to categorize, prioritize, 
and interpret the severity scale ratings. Since all of these severity scales involve some degree of 
subjectivity, it is important to acknowledge the imprecision of this method, while simultaneously 
seeking to improve accuracy and consistency through training and education. Just as a doctor 
triages patients, these strategies will enable you to prioritize the most pressing usability problems, 
better ensuring the well-being of your users and a healthy bottom line.  
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